COVID-19:

EFFECTIVE USE OF DATA AND MODELLING
TO DELIVER RAPID RESPONSES
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HOW SHOULD LIFE
SCIENCES APPROACH
DATA TO DELIVER RAPID
RESPONSES TO COVID-19?
Whilst many areas of the economy slow, those involved in the
immediate fight against COVID-19 are working faster and harder
than ever. Most life sciences organizations have quickly assembled
COVID-19 task forces to lead their organisation’s response.
These are responsible for critical decisions - which research avenues
to pursue, how to plan manufacturing capabilities, patient treatment
and management. The outcomes of these decisions will affect how
quickly we can contain, manage and beat the pandemic.

THE ROAD TO TRUSTED
DATA-BACKED DECISIONS
DATA ROADMAPPING AND ACQUISITION
DATA REVIEW AND PREPARATION
MODEL DEVELOPMENT AND VALIDATION
PRODUCTION ENGINEERING AND SCALING
DEPLOYMENT AND CONTINUAL MONITORING

All these decisions must be taken quickly and with limited data. Life
sciences companies are familiar with using AI and data science to
inform decisions. But there is a problem. When the world suddenly
undergoes a dramatic, unforeseen change, existing data capture
mechanisms no longer feed in predictable data, and existing models
no longer explain the world in front of us.
As a result, the world’s smartest virologists, epidemiologists,
vaccinologists and health professionals, amongst others, are
becoming bogged down in data. As well as focusing on the
unprecedented challenges before them, they are having to engage
in fresh data engineering, pipelining, rebuilding and validating
models, at the same time as turning them into user friendly tools that
colleagues and customers can also use.
In many cases, they can do this. But it is time consuming, and
a distraction from their core expertise, all the more so given the
complexity of brand-new data. They need to move rapidly. Having
done so, they may find this pace of data-driven decision making
becomes the new normal even after the pandemic passes.
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INVERT THE 80/20: EFFICIENT
ALLOCATION OF EXPERTISE

INSIGHT FROM THE DATA
EXPERTS

Life sciences organizations employ high-value experts across
various domains (virology, epidemiology, etc). These are domain
experts who understand data, rather than data experts. Yet they
will often spend 80% of their time turning data into something
useful, e.g. an epidemiological model, and 20% of their time using
that model to analyze epidemiological trends – which is where
their true expertise lies.

In times like these, innovative data science alone is not enough.
AI has no value in the lab. To succeed, organizations need to
create models and tools, at speed and scale, that are robust
and resilient enough to withstand real-world use by researchers,
healthcare professionals, governments or even the public. These
lessons are likely to hold long after COVID-19.

This is a manifestation of the Pareto principle, or 80/20 rule,
which says 80% of the value comes from 20% of the work, and
vice versa. Value can be realized much quicker if the data is taken
off the hands of the ‘domain experts who understand data’, and
given to ‘data experts who understand the domain’.
This speeds up the data work, and frees up domain experts to
focus on what they do best – which, right now, is saving the world
as quickly as possible. And it reduces the risk that their new models
introduce biases borne out of pre-COVID-19 ways of thinking, and
so produce models that are not reliable, or not adopted.

80% OF THE VALUE COMES
FROM 20% OF WORK

At Tessella we have 40 years’ experience helping the world’s
leading life sciences organizations make sense of new and
complex data, including in high pressure or volatile situations. We
have a strong understanding of the data techniques themselves,
and how to apply them to health and scientific data.

WE HELPED A PHARMA COMPANY
IDENTIFY AND ENROL TARGETED GROUPS
FOR CLINICAL TRIALS
For example, we helped a company understand what PCR
amplification curves were telling them about prevalence of
pathogens, enabling them to validate a rapid diagnostics
technique. We helped a pharma company identify and enrol
targeted groups for clinical trials. And we developed text analysis
tools that allowed disease spread modellers to use social media
and online reports to improve disease progression models.
In the following four sections, we share some of this expertise
to help inform your thinking about health and life sciences data
in these complex, rapidly changing times. We will discuss four
issues that are critical to getting robust rapid results, but which
can also slow progress if not done well.
We hope these will help COVID-19 response teams deliver a
prompt and cost-effective response to the challenges before
them, and we welcome the chance to work with anyone requiring
support in these areas.
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FOUR DATA CHALLENGES
COVID-19 TASK FORCES
NEED TO OVERCOME
SECTION 1.
IMMEDIATELY
ACCESSING
THE RIGHT DATA
How to ensure the right data is
generated, prepared, controlled
and accessible? All at the
speed of now!
Good data is the foundation of
any model. Epidemiologists must
be confident that data feeding
their models, e.g. on population
density and prevalence of other
infections, is accurate and
representative. Diagnostics
models need to be trained on
data that truly represents the full
range of disease manifestations.
And manufacturers need to
be confident that their models
of new processes reﬂect their
working environment.
Even if a model is perfect, it will
still produce a wrong result if
the data going in is incorrect or
incomplete. Garbage in, garbage
out, as they say.
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Accessing good data is a pain
point for many modellers. Data
is often in different formats,
different locations or labelled
according to different systems.
Some will be subjectively
captured – e.g. doctors’ notes
- and reﬂect human biases.
It often requires significant
work before it can be used for
modelling – time that modellers
don’t have right now.

IT IS VITAL TO ENSURE
DATA IS CORRECT AND
AVAILABLE TO MODELLERS.
If errors in data are missed
early on, they will cause
problems down the line,
leading to sub-optimal, or even
incorrect, decisions. So, it is
vital to ensure data is correct
and available to modellers.

environments, captured by
people under huge pressure,
makes it harder than ever.
Time can be saved by being
focused. Identify your end
objective and be laser-focused
on capturing data that is useful to
that, reducing time needed to find
and manage data.
But once you have identified
useful data, the same rigour
is needed as always. Making
decisions quickly with data is not
about cutting corners, it is about
getting things right first time, so
you get earlier answers, and
don’t need to repeat work.
Getting Your (Data Ware) House
In Order
Good data is FAIR (Findable,
Accessible, Interoperable,
Reusable). It is stored in a way
that makes it easy to identify by
anyone who searches for it. It is
in formats that can be read by
humans and machines. And it
is clear about any limitations or
rules about how it can be used.

This is not a new problem.
But doing this for COVID-19
projects, where new data
of varying quality is coming
in from poorly understood
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The following four principles,
inspired by the Tessella Data
Management Maturity Model,
ensure an organization’s data can
be effectively used for modelling.
1. Data Must Be of Suﬃcient
Quality for Modellers
Data must be complete, correct,
and consistent.
It must come from a trusted
source. This may be simple for
your own chemical analysis data.
But it will be more complicated for
open source data, or data from
clinical trials or hospitals which
may include bias or misreporting,
and particularly challenging for
public data.

IT IS NEVER A GOOD
IDEA TO DOWNLOAD
DATA AND START
USING IT WITHOUT
UNDERSTANDING
ITS QUALITY AND
APPROPRIATENESS
FIRST
It is never a good idea to download
data and start using it without
understanding its quality and
appropriateness first. Data scientists
can do a lot, but they may need
to have data reviewed by domain
experts who understand what the
data represents in the real world.
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A very simple example is
government reported death rates,
where the total numbers of deaths is
useful, but hides important variations
such as time lags in reporting,
missed cases, cases where
people die ‘with’ rather than ‘from’
COVID-19, and comorbidities which
may be critical for understanding
both risk and intervention efficacy.
We have seen projects derailed
because modellers drew invalid
conclusions from data sets, because
key contextual information had not
been formally recorded.
And data needs to be cleaned to
remove missing or confounding
elements. Many diagnostic AIs
have failed first time because data
indicating a positive diagnosis
contained labels added by the
diagnosing physician. The AI
learned to spot the label, not the
disease indicator.
2. Complete Metadata Makes Data
Searchable and Understandable
Adding metadata enhances
understanding and usability. This
will include descriptions of what
the data represents, e.g. type of
molecule or toxicology, but also
provenance, timestamps, usage
licences, etc. There must also be
a consistent taxonomy for naming
things. Good metadata allows
different groups with different
interests to find it easily in the
system, and allow those reading
it – including machines – to make
sense of it and easily compare it to
other data.

IF MODELS ARE
TRAINED ON DATA
WHICH DOESN’T MEET
PRIVACY RULES, THEY
COULD CAUSE BIG
PROBLEMS DOWN THE
LINE

4. Make Data Consistent,
Accessible, and Traceable
Data stores, lakes and
warehouses need to be setup so
that data is accessible to anyone
who needs it, whilst restricted
to those who don’t. This also
includes selecting tools and
building integrators that would
pipe data to the data science
teams.

3. Good Privacy and Security
Avoid Problems Down the Line
If models are trained on data
which doesn’t meet privacy rules,
they could cause big problems
down the line. Patient data, for
example, will involve meeting
GDPR rules as a minimum,
but other organizations from
the MHRA or the FDA also set
requirements. Data should only
be used if it was collected by
someone authorized to do so,
and its provenance and allowable
use should be made clear in
the metadata. It must also have
adequate security in place to
protect it where it is stored and
used.

Data must have a single point
of truth. It must be linked
together in the IT system so that
if one instance is changed, all
others are updated. Otherwise
inconsistencies can be introduced
across models supposedly using
the same data.
Finally, all data must have a data
steward, someone who makes
decisions about how it is stored
and managed, and someone who
can be contacted by modellers who
need further information.

Concerns over data security
caused headaches for the UK
NHS tracking app before it
was even deployed, and the
associated controversy over
ties to Cambridge Analytica is
a poignant reminder that using
opaquely captured data can
permanently destroy trust.
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This work can be complex,
but these are practical and
manageable steps which
ensure data makes sense
for those using it. We have
seen the importance of this in
pre-COVID times. We helped
a large pharma company
explore how to better apply
data science to preclinical data,
in order to predict late-stage
clinical failures. After speaking
to the modellers themselves,
it quickly became clear that
the main problem was that
data was hard to find, hard to
understand, laborious to use,
and sometimes risky to draw
conclusions from. By focusing
the project on improving data
management, they were able
to improve their models and
better understand reasons for
failure. Getting the data right
means better answers early
on, and reduces risk of failure
down the line.

BY FOCUSING
THE PROJECT ON
IMPROVING DATA
MANAGEMENT,
THEY WERE ABLE
TO IMPROVE THEIR
MODELS AND BETTER
UNDERSTAND
REASONS FOR
FAILURE

We will discuss how to do this
in our third section. But before
we start, we need to consider
the vital issue of trust, to which
we will turn next.
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SECTION 2.
GENERATING THE
RIGHT TYPE OF
INTELLIGENCE
What are the most eﬀective
tools and techniques that are
truly capable of giving you the
right answers that you need?
Once you’re confident you have
the right data to give you a
good foundation, it’s time to use
it to build models that work.
There is no rule for which
approach is best for a particular
problem. The nature and
context of the problem, data
quality and quantity, computing
power needs, speed, and
intended use, all feed into
model choice and design.

THE NATURE AND
CONTEXT OF
THE PROBLEM,
DATA QUALITY
AND QUANTITY,
COMPUTING POWER
NEEDS, SPEED, AND
INTENDED USE, ALL
FEED INTO MODEL
CHOICE AND DESIGN
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That said, many COVID-19
challenges are quickly
evolving, with limited,
uncertain, or changeable data,
which may lend themselves
to particular approaches more
than others.
Disease spread prediction, for
example, involves constant
updated information from apps,
hospitals, and potentially less
curated sources, such as social
media and doctors’ notes.
Rapid trials of treatments
with potential secondary
indications involve collecting
data at unprecedented speed
on patient responses, some
of it subjective, where much is
unknown about the disease.
Predicting how staff will move
in a warehouse involves the
complexities of how humans
will respond to a completely
new working environment.
Doing Lots With Little Data
Popular techniques such as
machine learning, which needs
lots of well understood data,
may not be appropriate to such
opportunities. ‘Most powerful’ is
not the same as ‘most suitable’.
A neural network may hold
potential for the best answers,
but there’s no point building it if
data is too limited, or if it needs
to run on an embedded medical

device with limited compute
capability. It just won’t work.
Alternate approaches such
as Bayesian uncertainty
quantification may be more
appropriate for scenarios with
limited data.This approach
involves updating our knowledge
and its uncertainty with each
data point, so that each piece of
data adds incrementally to the
richness of information in the
model. These uncertainties can
gradually be reduced as more
information becomes available.
For example, we used a
Bayesian approach to model
patient recruitment and
retention for clinical trials. Using
demographic data, and historical
recruitment data, we established
the uncertainties around who
would sign up, and when. These
were automatically updated as
each new recruit was confirmed,
improving predictive power over
the course of the trial.
This saved $100,000s for our
client, just by allowing the right
equipment to be delivered to
trial locations at the right time,
and brought further benefit by
reducing over-recruitment, and
predicting start-dates for new
drug revenue streams. Since
the COVID-19 crisis started, this
approach has been incredibly

powerful in helping understand
trial delays and remediation
scenarios.

SINCE THE COVID-19
CRISIS STARTED, THIS
APPROACH HAS BEEN
INCREDIBLY POWERFUL
IN HELPING UNDERSTAND
TRIAL DELAYS AND
REMEDIATION SCENARIOS.
How to Decide What
Approach to Use?
Retraining existing models is
likely to be risky in many cases,
as they were built to model
a different situation and their
assumptions may no longer
apply. If new data is sufficiently
similar in quality and quantity,
there may be a case for reusing
existing models with suitable
retraining and validation.
But in many cases the new data
will be quite different and need
new, bespoke models to be
built from the ground up. This
approach allows them to be
more targeted at the problem
and data at hand, but it also
requires more time, and possibly
skills outside the experience of
the user.
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Building any particular model
requires access to someone
with the right skillset for that
model. But the real challenge
is knowing which model is
best to use. Mistakes are often
made when decisions are made
based on what modelling skills
are available, rather than what
is best for the problem.

BUILDING ANY
PARTICULAR MODEL
REQUIRES ACCESS TO
SOMEONE WITH THE
RIGHT SKILLSET FOR
THAT MODEL
The best decisions come
from involving a range of data
science experts, who can
assess the best tools based
on extensive experience of
similar problems. To address
this, Tessella developed
the RAPIDE Governance
Framework (see box), distilled
from four decades’ experience
of data science in high tech
and R&D-heavy industries.
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RAPIDE was crafted to
enable data scientists to
consistently assess potential
value, problem feasibility,
and identify and apply the
best tools and approaches to
meet each specific challenge.
Though transparent, complete
and accessible, RAPIDE is
fundamentally dependent upon
individual practitioner skill,
experience and judgement
to implement correctly. Used
well, RAPIDE directs the data
scientists’ crucial choices
when navigating all phases
of the modelling process, and
ensures effort is focused on
the right areas of the right
problems.

The following presents an example of
the RAPIDE Governance Framework
for Data Science in action.
1. Readiness Assessment
Start by defining what you want to do.
Then assess what data you need and
what is available (this may happen
as part of your data identification and
gathering process, discussed in our
previous section).
Understand the type of analytics
problem. Is it classification or regression,
supervised or unsupervised, predictive,
root-cause analysis, statistical, physicsbased? Understand how “dynamic”
the problem is – i.e. will the nature of
the incoming data change over time
– as this will mean periodic retraining,
something that needs to be factored into
planning.
If the problem is brand new and there
is not sufficient proven data available
to validate a model, this may limit your
approach to well understood modelling
techniques such as cluster analysis
or principle component analysis. If
more data is available, or is likely to
be available soon, you may be able
to deploy more complex self-learning
approaches.
2. Advanced Data Screening and
Pinpointing Variables
Explore the data using a range
of simple techniques to spot the
meaningful correlations between
events of interest. For example,
does contact tracing data suggest
transmission happens more frequently
in specific situations, such as

workspaces under a certain size.
Identify any constraints in the data that
might limit model choice without further
processing, such as data that is overly
broad obscuring the key variables that
dictate behaviour. Early insights help
direct your model to be most effective.
3. Identify Candidate Algorithms
Based on outputs of the previous
analysis, identify candidate modelling
techniques (which could be empirical,
physical, stochastic or hybrid). Shortlist
the most promising candidate
algorithms and quickly assess the
feasibility of each.
4. Develop Powerful Models
Decide on the most suitable model for
the problem. Check implementation
requirements such as user interface,
required processing speed,
architecture, etc. to ensure it will be
a usable solution before you commit.
Gather validation data. Build it.
If all these steps are confidently
carried out correctly, no model should
fail after deployment. So, although
this process demands rare skills,
experience and may take some time
upfront, it will lead to quicker, real
answers and reduce model failure
rates and expensive reworking.
Finally, as noted earlier, the best
technical model is not necessarily the
same as the model that works best in
the real world. To ensure a balance of
predictive power and successful user
uptake, trust needs to be considered
throughout this process. We will
discuss this in the next section.
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SECTION 3.
HOW TO ENSURE
YOUR ANSWERS
ARE TRUSTED
Is your AI validated,
explainable and trustworthy?
Does your COVID-19
application honour privacy and
data protection requirements?
As you design and build
your model, you need to be
continuously asking an allimportant question: will the
intended users trust it?
A trusted model is one that
people are happy and able
to use with confidence. It is a
model that gives results that
users understand and accept,
that is easy to use, and that
does not raise undue privacy,
legal or ethical issues.
Accuracy feeds into trust,
but trust is a much broader
concept. Many excellent
models come undone because
users do not feel comfortable
using it.
Trust and COVID-19
Trust is always critical, but
COVID-19 throws up new
issues and shifts nuance.
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People are desperate for
answers and may lower their
initial threshold for trust,
downloading tracing apps
or leaping on promising trial
results. This is dangerous. If
that trust is subsequently shown
to be misplaced, it can derail
a project part way through
and undermine a potentially
valuable solution. Better to bake
in trust from the start.
Trust can be undermined in
all sorts of ways. Track and
trace apps provide an obvious
illustration of why trust matters
where mass public acceptance
is vital, but trust is just as
important for tools designed
for expert users, such as
diagnostic or drug discovery
platforms.
The most obvious trust issue
comes when model output
is wrong or unreliable, or not
honest about its limitations.
The world is watching the
companies developing new
therapeutic and diagnostic
tools. If data or models are
not properly validated and
checked before their results
are released, they may mislead
the public, potential buyers,
and shareholders, and so
undermine trust in you, your
capability and your business in
the longer term.

Explainability is a related
problem. If people get alerts
that they might be infected
by COVID-19, they want to
know how that decision was
reached. If they can clearly
see they spent an hour talking
to an infected person, they
are likely to take the result
seriously and isolate. If they
get an alert with no context,
they may assume that it’s
based on a ﬂeeting encounter
with a stranger, an error or
‘just being overly cautious’
and decide it’s easier to
ignore it.

OVER-COMPLICATED
OR FRUSTRATING
USER INTERFACES
ALSO UNDERMINE
TRUST
Over-complicated or frustrating
user interfaces also undermine
trust. Reports that the UK
contact tracing app will drain
battery life and not function
as well on older phones and
devices will turn the public
away, even if the system
infrastructure and data
analytics is secure and of a
high level of accuracy.

PRIVACY CONCERNS ALSO
LEAD TO LOW UPTAKE
Privacy concerns also lead
to low uptake. Many patients
and consumers won’t wish
to give up valuable personal
data, which could help study
or monitor COVID-19, if they
think it will be used in ways
they are not comfortable with,
such as; being sold or used
by 3rd parties for non-public
health purposes, not kept
under adequate security, lost
or accessed by unauthorised
attackers.
Ethical or legal issues can
also lead a project to come
undone. A number of AI tools,
from recruitment apps to facial
recognition, have shown racial
or gender bias due to bias
in their training data. We are
regrettably seeing that the
virus disproportionately affects
certain ethnic and social
groups. If this leads to bias in
the model training, we could
end up with diagnostics tools
which learn to spot markers of
ethnicity rather than markers
of disease. Racially biased
misdiagnosis is a sure-fire
way to quickly get a project
shelved.
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A Framework for Building and
Deploying Trusted Models
These are all risks that can be
overcome through good practice
in model development, ensuring
models not only work first time, but
are widely and correctly used. Here
are our five key parameters for
creating trusted AI taken from our
Trusted AI framework.
1. Assured: Trusted AIs must use
a well-designed model, and be
trained and tested on data that is
proven to be accurate, complete,
from trusted sources, and free from
bias. Capturing that data requires
rigorous processes around data
collection and curation, as we
discuss in Section 1.
2. Explainable: A recommendation
is much more useful if you
understand how and why it was
made. A good AI will have tools to
analyse what data was used, its
provenance, and how the model
weighted different inputs, then
report on that conclusion in clear
language appropriate to the users’
expertise.

will look very different from a drug
discovery platform.

AN INTUITIVE
INTERFACE,
CONSISTENTLY GOOD
RECOMMENDATIONS,
AND EASY-TOUNDERSTAND
DECISIONS, ALL HELP
THE USER COME TO
TRUST IT OVER TIME
4. Legal and Ethical: A trusted
AI should reach decisions that are
fair and impartial, meeting data
protection regulations and giving
privacy and ethical concerns equal
weight to predictive power.

For more information, our
whitepaper on Trusted AI
explains the challenges and
offers a more detailed look at
this framework.
A final key point, which is
critical for trust and usability,
is designing models that are
deployable and scalable. We
will discuss this in the final
section of this whitepaper.

A FINAL KEY POINT, WHICH
IS CRITICAL FOR TRUST AND
USABILITY, IS DESIGNING MODELS
THAT ARE DEPLOYABLE AND
SCALABLE

5. Performant: A trusted AI
continues to work after deployment.
A performant AI considers future
throughput of data, accuracy,
robustness, and security, whilst
remaining aligned to genuine
business or policy needs.

3. Human: A trusted AI is
intuitive to use. An intuitive
interface, consistently good
recommendations, and easy-tounderstand decisions, all help the
user come to trust it over time.
The complexity of the interface
needs to be suited to the user’s
knowledge; a track and trace app

20
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SECTION 4.
DEPLOYING ROBUST
MODELS AT SCALE
Can you rapidly deliver
your COVID-19 intelligent
applications to patients and
organizations? Are they
robust and resilient enough to
withstand real-world use?
For a model to be successful
it must be reliable, accurate,
trusted, scalable and fit for
purpose for use in the real
world. Get it wrong and you
undermine any potential that
your AI proof of concept has
previously shown.
Building intelligent systems
that perform at scale is not as
simple as writing an application
and releasing it as a simple
download. Robust solutions
demand the correct
infrastructure to deliver timely
results to the people who need
it most.
The reality involves engineering
the prototype model into fully
functional, robust software
solution and integrating it into
the end user ecosystem; be it
a phone or web app, a website
or bot, or embedded within a
dedicated medical device or
diagnostic instrument.

22

If all goes well with our solution
then the user is presented
with a clear interface that is
simple to understand and work
with. The data is collected,
which may be location or
symptoms in the case of
a disease tracking app, or
pharmacological properties
in the case of drug discovery.
The model receives and acts
upon this information, runs
and presents the resulting
insight to the user. It sounds so
simple, yet this is where a lot of
proof of concept models fail to
reach their intended potential.
And remember, even the
most effective model in a test
environment is not adding any
value unless it is in active use.
Virologists and epidemiologists
– even data scientists are not often professional
software engineers. Those
building models do not always
appreciate the rules and
complexities of enterprise
architectures, or public,
government infrastructure and
the governance that surrounds
their use. There is often a
mismatch in expectations and
language between the domain,
modelling and IT functions.

Given these challenges, how
can we quickly productionize
trusted, scalable, robust
solutions into everyday use?

MODELS BUILT BY DATA
SCIENTISTS MAY USE
CUTTING-EDGE TOOLS
AND LANGUAGES
NOT FAMILIAR TO THE
ENTERPRISE AT LARGE
Developing Models Into Real
World Solutions
Models built by data scientists
may use cutting-edge tools
and languages not familiar
to the enterprise at large.
This is very prevalent in
maturing digital businesses.
A smaller more agile data
science unit can embrace new
technologies with more ease
than corporate IT, and is more
likely to prefer programming
languages designed for data
science. Making models work
with existing IT infrastructure,
support teams, etc is therefore
a challenge.
One way to overcome this is
to start the project by requiring
data science teams to build
models which integrate with

existing infrastructure. Cloud
environments such as Microsoft
Azure and AWS can be setup
to reﬂect the enterprise’s
infrastructure and provide
common toolkits which easily
integrate. This can be a big
timesaver if it is possible.
However, complex models may
necessitate more sophisticated
data science tools, leaving
them in a format which doesn’t
naturally integrate. The solution
is usually ‘containerisation’,
wrapping models in software
(‘containers’) which translates
incoming and outgoing data
into a common format. The
model then runs in isolation in
the container but slots into the
wider IT ecosystem.
Models vary in power and
compute demands. A drug
discovery model may process
petabytes of data from libraries
once per month, whilst a track
and trace app may process a
continuous stream of big data
from millions of devices. These
need to be allocated correctly
or it will slow down deployment
and could alienate early users.
Data security and regulatory
compliance surrounding these
systems must also be
considered and managed.
Again, this cannot be
underestimated.
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It Doesn’t End With
Deployment
Slotting the software into the
IT systems is not the end
of the story. Models need
ongoing maintenance and
support to ensure they keep
working and improving. This
is often specific to the model
so cannot simply be left to the
IT helpdesk. Post-deployment
monitoring should cover:
○ Retraining and
Modifications: There is a
need to continually identify
and efficiently pipeline new
data sources, especially in
these uncertain times where
we are learning rapidly.
Disease spread models
need to be updated as more
is learned about modes of
transmission. Clinical trial
prediction models need
uncertainties to be replaced
with real data as it is
collected throughout the trial.
○ Spotting and Responding
to Errors: If a model starts
to deliver unexpected or
incorrect results, someone
needs to be able to spot it
and intervene immediately.
This should be a human
who understands the
system from the ground
up. We call this ‘the human
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backstop’. The enterprise
needs Standard Operating
Processes to continuously
monitor model outputs. It is
important that these outputs
are assessed by humans,
so that corrective action
can be taken quickly, while
maintaining the trust of the
wider user community.
○ Responding to Evolving
Threats: Even at times
of national emergency,
there will be criminals and
activists looking for ways
to attack models in order to
gather sensitive information
or cause disruption to
your operations. Those
responsible for intelligent
models, particularly public
facing ones, need to have
processes and technology in
place to detect confounding
inputs – whether malicious
or accidental.

DEVELOPING GOOD
MODELS REQUIRES
A RANGE OF SKILLS

Bringing It All Together
for Rapid Results: From
Business Challenge, to Data
Selection, to Modelling, to
Scale Up and Use
Developing good models
requires a range of skills.
The domain experts in your
organizations should scope out
what they want the models to
do and guide the development.
They should then work with
data engineers who can help
them select and clean the data.
They may need to engage a
wide range of modellers who
can bring different skills to
bear on different problems,
from statistical techniques to
machine learning. And they
will need to work with software
engineers to productionize the
model.
Such work also benefits
hugely from the involvement of
‘translators’. These are people
embedded in the organization
who speak the language of the
technical domain, understand
data science, and know the
business. They communicate
across the different teams and
help ensure the right skills are
selected and deployed at the
right time.
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Most of what we’ve discussed
in this paper is not new in itself,
and represents good practice
for all data projects. But the
way we must think about things
has changed. COVID-19 has
injected steroids into an industry
that is usually slow and cautious.
The stakes are higher than ever,
the data thinner and less certain,
and timescales condensed.
The key to rapid results is
to focus on what matters,
prioritizing projects most likely to
succeed, and getting them right
quickly.
Speed isn’t about cutting
corners, it is about doing things
right as quickly as possible.
That means efficient allocation
of resources – selecting
the right skills for the right
job. Getting data experts to
handle the data, modellers to
do the models, and software
engineers to do the software,
and – critically - leaving your
subject matter experts to
focus on the where their true
expertise lies – understanding
the disease, developing drugs
and diagnostics, or scaling up
manufacture.
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Getting all these moving parts to
work effectively together is the
quickest way to develop models
and to ensure they work first
time. But models are just tools,
what really matters is quickly
allowing your experts to find
meaningful insights into tackling
COVID-19 challenges.
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