
Consolidating to the  
Business Data Lake
How to save cost, add value and minimize business change



Information represents one of the greatest opportunities for 
modern business. There is, however, a major barrier blocking 
the ability of organizations to deliver on that opportunity – the 
proliferation of fragmented business information solutions. 
Traditional approaches to overcoming this have focused on trying 
to force a single homogenized solution onto the business. This 
fails to recognize that it is often the local leverage of information 
which will deliver the most value. The Business Data Lake 
provides an opportunity to rationalize the data infrastructure while 
still retaining the local flexibility that ensures information works in 
the way the business needs. 

Historically, a large chunk of the spend in data rationalization has 
been on the business change; consolidation was often done 
at the reporting and database layers at the same time. This 
resulted in longer schedules and greater business resistance. By 
consolidating to the Business Data Lake, whilst leaving reporting 
schemas the same, a company can deliver significant cost 
savings while minimizing the business change.
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What the business sees is what counts
Any business information solution consists of four distinct parts:

1. The extraction of information from source systems

2. The transformation and loading of that information into the destination solution

3. The transformation of the loaded information into a schema suitable for reporting

4. The presentation of the information in reports, queries and analytics

The point is that the business only really cares about the last two of these, but it 
sees the results only through the eyes of the fourth layer. This means that any new 
approach to the third layer that delivers the same results to the reporting layer will be 
identical to the existing solution, as far as the business itself is concerned. 

Across most organizations there are many of these four layer models, with large 
amounts of information extracted, often multiple times, from the same source 
systems. It is then transformed for different purposes with each local business area 
operating its own schema and set of reports.

Each of these silos duplicates cost and may use expensive solutions, each requiring 
individual capacity. This can drive local upgrades without any cost savings, despite 
each solution doing technically a very similar task.
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You can’t square the circle
The traditional approach to this challenge is to try to create a single view upon 
which everyone can agree and get all the information they need: the Enterprise Data 
Warehouse. The problem is that different areas of the business have deliberately 
different perspectives on what is important. In an airline for instance the customer 
facing elements will see the customer as central; for operations it will be the aircraft 
and airports. These wildly different perspectives show that what is most important 
for that local business area to do its job may not be the same as the corporate 
perspective. Trying to force a single view on everyone can only ever succeed in the 
limited areas where information perspectives overlap. This makes the traditional 
approach fine for corporate level requirements but a poor approach when trying to 
enable an effective information driven organization.

A new approach
The new approach of the Business Data Lake is to consolidate only the first two 
layers. This gives two key cost savings over traditional approaches:

1. Cost reduction on the infrastructure

2. Low or zero cost of business change

The approach also provides a new set of opportunities which can be leveraged after 
the consolidation is done:

1. It becomes simpler to add new information to existing environments 

2. The use of information governance starts to drive a simpler corporate view

Using the Business Data Lake, therefore, delivers a simpler first step while 
also helping to deliver on the true objectives of the exercise: to provide access 
to all the information required for the local business while helping to deliver 
corporate consistency.

Four simple steps to a cheaper data  
infrastructure
Consolidating to the Business Data Lake starts with removing the first tier, extraction, 
and simply replicating all source information into a single cost-effective data substrate 
– the data lake. Pivotal HD provides a much lower cost for data storage. It does this 
in two ways: firstly by reducing the need for complex extraction and transformation 
with simple replication; and secondly by utilizing storage technology that is an order 
of magnitude cheaper in its own right. Pivotal Data Dispatch can be used to schedule 
and manage the movement of data into this data substrate.

The second phase is to recreate the transformation of the source information into the 
loading layer of the local business solution. Here the traditional ‘extract, transform, 
load’ (ETL) approach is replaced with a technique called distillation. As the information 
is all available in the lake there is no need to have a pipeline approach on a specific 
set of data. Instead it can be distilled in different ways from the lake into the data mart 
layer. Here the HAWQ technology is used to provide a SQL view onto the lake and 
create that initial loading layer and the basic transformations required to create the 
reporting layer.
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The third phase is to take the original schema from the local business mart and 
recreate that within a fully multi-processor parallel data warehouse. Here HAWQ is 
used in its high performance model to deliver a fully SQL compliant data warehouse 
layer within the same physical infrastructure as the lake.

Finally, the original reporting solution is repointed to the new Business Data Lake 
environment. This means the business is able to produce all of its old reports in 
a significantly lower cost environment. And that environment that now shares 
infrastructure costs and capacity meaning no integration issues and fewer upgrades.

In this way, the business environment is recreated at a significantly lower cost without 
significant investment in business change. From here it becomes possible to leverage 
the opportunity presented by the information held in the data lake and make it 
available for all manner of new analytical uses.
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The opportunity of the Business Data Lake
Cost saving can be a goal in itself but with information becoming the tipping point in 
an organization’s success the Business Data Lake provides the opportunity to move 
beyond simple cost saving towards real value creation. It achieves this by:

1. Enabling new information to be rapidly added to existing solutions, without 
requiring new integration

2. Enabling real-time information to be incorporated and acted upon

3. Providing a way for previously disjoint areas to identify where they should 
collaborate, and enabling that collaboration

4. Enabling larger big data sets to be incorporated once for everyone without 
incurring significant cost

5. Providing a way to create corporate consistency within the Business Data Lake 
where it is required, not forcing it at all stages.

Consolidating to the Business Data Lake provides a foundation for future digital 
transformation of the organization in a way that can be done iteratively and it does not 
require single Big Bang approaches.

Summary
The proliferation of local information solutions represents the way that the business 
needs to view information - insight at the point of action. This is why traditional one-
size-fits-all approaches have failed to deliver on the local needs of the business users 
and failed to eliminate proliferation. By leveraging new technologies such as Pivotal 
HD, HAWQ and PDD it is possible to construct a new approach, a Business Data 
Lake, which consolidates the infrastructure while retaining local agility and insight. 
By consolidating the data infrastructure it becomes possible to more effectively 
move towards being a digital organization with all the inherent advantages that 
brings. The Business Data Lake consolidation approach matches how the business 
works today, reduces cost and then moves forwards with the business as it sees 
new opportunities.

ReDuce coST, 

minimize BuSineSS cHAnge 
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oF inFoRmATion WITH THE 

BUSInESS DATA LAkE. 
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About Capgemini
With more than 130,000 people in over 40 countries, Capgemini is 
one of the world’s foremost providers of consulting, technology and 
outsourcing services. The Group reported 2013 global revenues of 
EUR 10.1 billion.

Together with its clients, Capgemini creates and delivers business and 
technology solutions that fit their needs and drive the results they want. 
A deeply multicultural organization, Capgemini has developed its own 
way of working, the Collaborative Business ExperienceTM, and draws 
on Rightshore®, its worldwide delivery model.

The information contained in this document is proprietary. ©2014 Capgemini. All rights reserved. 
Rightshore® is a trademark belonging to Capgemini.
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Find out more at www.capgemini.com/bdl
and www.gopivotal.com/businessdatalake
Or 
contact us at bim@capgemini.com


